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Abstract—Currently, early detection of breast cancer is one
of the most important factors in the treatment of breast cancer.
CAD systems provide aid to doctors in diagnosing breast images
such as mammography and Digital Breast Tomosynthesis (DBT),
in order to increase the diagnosis’ accuracy. This work describes
a CAD system to locate lesions (masses) in 2D mammographies,
based on image processing and machine learning techniques. This
thesis proposes a two stage combination of classifiers to label
mammograms. The first stage separates masses from healthy
tissue while the second distinguishes between malignant or benign
masses. Each base classifier is trained with a different type of
feature, either Morphological, Intensity or Texture based. Two
base classifiers, Adaboost and Decision Trees, were tested. Results
obtained on real mammograms from an international database
showed an improvement in the accuracy of the CAD system, from
82% to 85%, when compared to the use of a single classifier.

I. INTRODUCTION

According to the World Health Organization, cancer inci-
dence worldwide increased from 12.7 million cases in 2008 to
14.1 million in 2012. If this increase continues, it will bring
the number of cancer cases close to 25 million over the next
two decades [22]. In the year of 2012, 8.2 million people
died of cancer, which represents a cancer mortality rate of
64.5%. Despite the fact that lung cancer is the most common
type of cancer [11] and the one with the lowest survival rate
[23], breast cancer represents 25% of all cancer cases in the
female population, being the most common cancer for women.
In 2012, Breast Cancer’s survival rate was comprehended
in an interval from 78% to 87% for people diagnosed 5
earlier or more [10] [23]. One of the most peculiar aspects
of this type of cancer is that, if caught in its early stages, the
survival rate is very high, but it drops at a steep rate when
diagnosed in later stages, lowering to as much as half the
value when the patient is of advanced age. Given this, quicker
and more efficient diagnosis methods should be increasingly
used, given the amount of breast cancer cases. Currently,
the most common breast imaging technique used for breast
cancer diagnosis is the mammography, a 2D X-ray technique
used to visualize lesions in the patient’s breast [24]. This
technique is used worldwide, but it implies a doctor to spend
time evaluating the exam itself in order to obtain a diagnosis.
This means more expenses for the hospital and that fatigue
and lack of time for evaluations are important factors in the
diagnosis sensitivity. Due to all these reasons, the need for
Computer Aided Diagnosis (CAD) systems to complement

mammography is expected to rise. A CAD system uses image
processing techniques and machine learning algorithms to
perform an analysis on the exam and helps the doctor with its
diagnosis. Other CAD systems have already been implemented
in several imaging techniques, increasing 6% to 17% the
number of correct diagnoses depending on the type of cancer.

A. Breast Tumours

A tumour is a conglomerate of cells that is out of the
ordinary. There is a variety of tumours which have different
behaviours, shapes, locations, and each of them is treated and
analysed in a different way. A tumour (also called lesion or
mass) is of one of two types:
• Benign lesion
• Malignant lesion
This thesis focus in tumours located in the breast area,

which are more common among the female population due
to the anatomy of the breast.

B. Mammography

Mammography [2] consists in X-ray images of the breast
that can be taken from two standard directions, Craniocaudal
(CC) view and Medio-lateral oblique (MLO) view and many
supplementary views [19]. As seen in figure 1, a CC view
mammography will obtain an image overlap from top to
bottom of the breast, compared to the MLO which will in
turn obtain a 45 degree side-view of the breast.

Fig. 1. Example of the 2 different perspectives taken on a mammography.
CC in red and MLO in blue. Source: Statistical models of mammographic
texture and appearance [20]



The revolution of the digital era has also affected the
way mammographies are performed. Previously, silver foils
were beamed with x-ray radiation, a process which would
darken the foil accordingly to the level of radiation that would
reached it. This means that areas that were exposed to a
lot of radiation would turn almost black and areas with less
exposition would remain silver coloured. This detects masses
and microcalcifications, for these lesions are much denser than
normal breast tissue.

Later, digital mammography was introduced, where the
silver foil was replaced by an electronic circuit with radiation
micro-detectors that represent a pixel in the digital image. For
the patient and for the radiologist, the process is the same:
radiation is beamed over the detector and through the breast.
This process results in different levels of radiation reaching
each micro-detector. In the final result, a micro-detector that
was beamed with a high level of radiation outputs a dark pixel
and vice-versa.

So far, mammographies’ sensitivity is around 88 to 93.1%,
in general, being these values significantly lower for denser
breasts [17] [4], which indicates that even when a doctor
observes a mammography image, he or she may not detect
with 100% certainty if there is a lesion or not. This thesis
focus on a computer aided diagnosis technique to improve
this situation.

C. Computer Aided Diagnosis

In order to improve diagnosis’ accuracy, a concept was
introduced called Computer Aided Diagnosis. CAD is the
use of techniques and algorithms to show/indicate where
abnormalities are located. In breast imaging, CAD is built
by gathering several mammographies and use them as a
training set. By fetching characteristics of these exams, regions
suspicious of being lesions can be displayed to doctors in order
to help them detect abnormalities and to speed up the diagnosis
process. This way, suspicious lesions that the doctors would
not notice without CAD are enhanced and wrong diagnosis
due to fatigue and tiredness can be reduced.

The several processes used to reach this output are explained
throughout the next sections.

II. METHODOLOGY

This work is divided into 4 steps, explained in the following
order.

• Pre-Processing: techniques to clean noise and enhance
suspicious regions are used to improve ROI detection and
lesion classification.

• Segmentation: a searching algorithm is implemented to
locate such ROIs within the image.

• Feature Extraction: specific characteristics of regions
are extracted to use as input of classifiers.

• Classification algorithms: two algorithms are set up to
classify the detected lesions.

A. Pre-Processing

The pre-processing step is divided into two parts: identifying
the breast area and cleaning the image for better ROI detection
(segmentation). First, Otsu’s method is used to identify the
breast. Jun Wei et al. in [26] developed a CAD system for
mass detection in Full-Field Digital Mammography. In this
study, the authors start by applying Otsu’s method to compute
the separation between the background and the foreground
(breast) of the image. This method assumes that there are two-
classes of pixels in the images and exhaustively searches for
the intensity value which separates the two classes better. This
means that, Otsu’s method tries every value between 0 and 255
and chooses the one which minimizes the variance of the set
of pixels below that value and the set of pixels above that
value. The conceptual idea is to identify that there are two
modes in the image’s histogram, and find the intensity level
that separates the two. In this case, the breast is considered to
be the larger region with higher intensity level.

Fig. 2. Example of a digitalized mammography from DDSM and its mask
computed using Otsu’s Method

Next, a filter will be applied in order to reduce noise. The
bilateral filter [18] was chosen due to its ability to reduce noise
without losing information of the edges, which is important
for the following step (Segmentation). This goal is achieved
by combining two Gaussian filters in order for two criteria per
pixel to be considered: intensity and spatial distance. These
criteria are used to compute the weight of every pixel in a
given neighbourhood of the pixel being analysed. In an image
processing context, the concept of a filter is to perform a sum
of products within a certain window. In this case, the filter size
is 81×81 pixels. This means that, every pixel 40-pixels away
in any direction of the one of interest is going to be taken into
account to compute its filtered value.

The concept of the bilateral filter used in this work is to
combine two filters into one. Let’s consider filter f to be
related to spatial distances, filter g to be related to intensity
distances and filter r to be the resultant filter, with the



following expressions, considering the pixel of interest to be
(cx, cy):

f(cx, cy, x, y) =
e−((cx,cy)−(x,y))

σ2
s

, (x, y) ∈ Ω (1)

g(cx, cy, x, y) =
e−(I(cx,cy)−I(x,y))

σ2
I

, (x, y) ∈ Ω (2)

r(cx, cy, x, y) = f(cx, cy, x, y)× g(cx, cy, x, y), (x, y) ∈ Ω
(3)

where σs and σI are the standard deviation to consider in
spatial dimensions and intensity dimension, respectively and
Ω is the window of analysis. In this work, σs = 20 and σI =
0.12.1

After the resultant bilateral filter r is computed, the filtered
image IBF is achieved through equation 4.

IBF (cx, cy) =
∑
x,∈Ω

∑
y∈Ω

I(cx, cy)× r(cx, cy, x, y) (4)

B. Segmentation

In order to perform segmentation, the Sliding Band Filter
is used as implemented by Tiago Esteves et al. in [7]. In this
study the authors use this technique to find cells in microscopic
fluorescent images, where the cells pixels (foreground) have
a higher intensity than the background (tissue). These are the
same conditions for the masses in the mammography images
used in this thesis. The authors use this filter for its ability to
handle illumination variations, noise and low contrast.

SBF is part of a larger group of filters called Local
Convergence Filters (LCF). These filters perform Gradient
Field Analysis which considers gradient orientation instead
of gradient magnitude. This is an important characteristic for
segmenting ROIs in this work, for the filter becomes inde-
pendent of the gradient magnitude, and therefore, independent
of image properties, such as maximum or minimum image
intensity level.

The main goal of SBF is to compute the degree of con-
vergence for each pixel. This measurement indicates the con-
vergence of the gradient vectors towards a certain pixel (pixel
of interest). In other words, it analyses the surrounding area
of the pixel of interest and computes ”how many” gradients
point towards that same pixel. The pixel is considered to be
the centre of a ROI if its degree of convergence is a regional
maximum. There are several variations of LCFs and the SBF
used in this work is a combination of 3 of them: COIN filter
[13], iris filter and adaptive ring filter [7].

It starts by computing the gradient for each pixel in a certain
window, followed by computing the line segment which unites
each pixel with the pixel of interest. The final goal is to
compute the cosine of the angle between the gradient vector
and the line segment, hence computing ”how much” each
gradient points towards the pixel of interest. Let us call this

1Fraction of the maximum intensity value of the entire image

value CI(xi, yi) = cos(α(xi,yi)) where α represents the angle
between the gradient vector and the line segment and (x, y)
are the spatial coordinates of a pixel.

To achieve the degree of convergence, a certain number N
of orientation points is determined, from which the maximum
value of CI is computed. As shown in figure 3, the orientation
points are spread through the entire radial space around the
pixel of interest. SBF uses one of COIN filter’s property which
is to find the maximum value of the sum of CI among all
orientation points

This method performs well when locating centres of regions,
but it assumes a round shape (which might not happen). For a
better location of the border, the iris filter presents a solution
where the border of a non round shape can be found. The
concept of this filter is to use the sum of the maximum value
per orientation point instead of the maximum value of the sum
among all orientation points, as presented in equation 5.

DCIRIS(P1) =
1

N

N∑
i=1

max
0<R≤Rmax

[
1

R

R∑
r=0

CI(xi, yi),

]
(5)

Where x2
i + y2

i < R2. The last property used by
SBF comes from the adaptive ring filter, a minimum and
maximum radius can be used to search for the border only
in some specific locations in order to obtain better results.
The expression used to compute SBF is found in equation 6
and its concept is represented in figure 3.

DCIRIS(P1) =
1

N

N∑
i=1

max
Rmin<R≤Rmax

 1

R − Rmin

R∑
r=Rmin

CI(xi, yi),


(6)

Fig. 3. Illustration of an adaptive ring filter being computed in a approxi-
mately circular lesion. This figure shows a case where both the centre and
the border are found. In this illustration, only 8 orientation points are used,
hence, the border is not entirely found and the Rmin and Rmax are used to
limit the possible locations of the border.

C. Feature Extraction

In the feature extraction stage, information from each ROI
is in order to classify the ROIs into healthy tissue, malignant
mass or benign mass. This chapter describes 3 types of
features: Morphological, Intensity and Texture based [3] [8]



[18] [21]. These, on the contrary of the previous stage, are
extracted from the raw image, and not the pre-processed one.
This happens because, although pre-processing techniques
are important for ROI identification, they interfere with the
information present in the image, hence, raw data is used.

Regarding morphological features, one to extract is the
location of the centre (output of the segmentation stage). The
x and y coordinates are normalized to the image length and
height, in order not to be affected by the image dimensions.
The following features to extract are the maximum radius, the
perimeter and the area.

Another, is the surface change (SC) after mathematical
morphology is applied. In this case, the difference between
the original image and the image after opening of the ROI
by a disk with the size of 1/10th of the radius is extracted.
The expression of the mathematical morphology operation is
presented in equations 7 and 8.

ROIMM = ROI ◦ disk = (ROI 	 disk)⊕ disk (7)

SC = ROI −ROIMM (8)

Grey level intensity features are also extracted. These fea-
tures hold information regarding the intensity values within
the ROIs. Given that it is possible to define exactly which
pixels are inside the ROI, grey level features will be extracted
for all pixels in it. The first features to extract are the mean,
the maximum and the minimum of the intensity values of
the ROI being analysed. From the histogram analysis, a set
of features which also holds information, is the standard
deviation, skewness and kurtosis. Next, the contrast and the
energy of the ROI were also extracted. Finally, a last set of
features is extracted. A 10 bin histogram of the intensity levels
of the ROI is computed and the number of pixels (normalize to
the image size) present in each bin is considered as a feature.

Regarding texture features, one single feature and a set of
features are extracted. The entropy is a statistical measure of
randomness of intensity levels and it indicates if the ROI is
smooth or wrinkled. The last set of features to extract is an
analysis made to the histogram of the angles of the gradients.
These are called HOG features [5] and hold information on
the ROI’s organization.

D. Classification

The CAD system implemented in this thesis for diagnosing
breast cancer in mammography can have its output vary be-
tween benign masses, malignant masses or healthy tissue. The
classification approach suggested in this thesis is to implement
several classifier ensembles using different training sets and
different features. Each classifier is binary and outputs one of
two options:
• Healthy tissue vs Mass
• Malignant mass vs Benign mass
This is done by building a 2-stage classifier ensemble, as

seen in figure 4.
In both stages, the general approach is the same, but the

datasets used are different. In the first one, the dataset includes

Fig. 4. Representation of the classification flow used in this work. The features
of the ROI are used as input for 3 classifiers, whose outputs are combined
and in which the ROI is classified as a Mass or as Healthy Tissue. In case
of a mass, the process moves along and the features are used as inputs to
another 3 classifiers, that, after its outputs are combined, define if the ROI is
malignant lesion or a benign one.

all patterns (healthy tissue, benign and malignant) and in the
second one, only benign and malignant. This division is made
due to the final goal of the CAD system: to point out the
lesions to the doctor. This means that identifying a lesion is
more important than saying whether it is benign or malignant,
given that if a lesion is detected, the doctor should be aware of
it, regardless of its malignancy. Due to these reasons, 2 stages
are built since, this way, it is possible to parametrize the CAD
system to output the best results.

In each stage an ensemble of classifiers is used, where each
base classifier in the ensemble uses features from a different
type. The output of the base classifiers is combined with using
combination techniques (Majority Vote, Weighted Majority
Vote, Naive Bayes Combination [14]). This way, the flow
of classification is compiled by a first stage divided into 3
classifiers (one for each type of feature: Morphological, Grey
level and Texture) and a combination technique. Here, the
patterns classified as healthy tissue are considered non-lesions
and leave the flow. The second stage which also contains 3
classifiers and a combination technique, classifies the patterns
into benign or malignant lesions. In order to obtain the best
results, two different types of classifiers (Decision Trees (DT)
and AdaBoost) are tested.

The decision tree used in this thesis uses the CART algo-
rithm [6]. The general idea of a DT is to use thresholds (for
continuous features) or rules (for categorical features) to clas-
sify the patterns. The measurement function used by the CART
algorithm to define the rule is called Gini2, which computes
a measure called impurity. The expression to compute Gini
is presented in equation 9, where S represents the subset of
patterns, C represents the number of classes (in this case, 2)
and ps is the fraction of patterns in each class. The root of
the tree (first node) is computed by selecting, from the feature

2Other algorithms use other measurement functions



pool, the rule which maximizes the drop of impurity, as seen in
equation 10, where splitting sample S with respect to feature
A is computed and Sv is the subset generated if the rule is
applied.

Gini(S) = 1−
C∑
k=1

ps(k)2 (9)

Drop(S,A) = Gini(S)−
∑

v∈values(A)

|Sv|
|S|

Gini(Sv) (10)

In the current work, two classifiers were built using decision
trees. The first experiment was a single model hypothesis with
a DT as a classifier, with a dataset containing all the patterns
and three labels: healthy tissue, benign lesions and malignant
lesions. A second experiment was done in the same conditions:
using all the patterns and the three classes available, to test
a simple version of the classifier ensemble and the 2 stage
hypothesis. In this case, a total of 6 decision trees are trained:
3 for classifying the lesions into healthy tissue or mass and 3
other for classifying lesions into benign masses and malignant
ones. Each model is trained with a specific set of features:
morphological, intensity based or texture.

The other method experimented in this work, AdaBoost
[25] [12], is an ensemble classifier for binary classification
that trains T weak learners and combines their outputs into a
strong classifier C. This method can be considered a feature
selection and learning algorithm, for each learner t chooses the
best feature (and its threshold) and performs a classification.
Its name comes from the fact that it boosts the classification
performance of a single weak learner, in this case, single
node decision trees, by selecting the one with the highest
classification rate (or lowest error). The learners are called
”weak”, for they normally have a low classification rate, but
the fusion of the outputs of the several learners has proven to
outcome robust results. Classifier C is a weighted combination
of all weak learners that outputs the classification solution. The
added value of this ensemble method is that it accounts for
the output of learner t and, with it, adjusts the classification
weights of each pattern, used in learner t+ 1.

In mathematical terms, each learner is a combination of
patterns x, feature f , threshold θ and p, the polarity indicating
the direction of the inequality present in equation 11.

h(x, f, p, θ) =

{
1, if pf(x) < pθ

0, otherwise
(11)

Adaboost is trained in an iterative way. During this process,
two actions take place constantly:

• Computation of learner function h(t)

• Update of weights w(t)

The first one happens by minimizing the weighted classifica-
tion error, present in equation 12 where N is the total number
of patterns, w(t)

i is the classification weight for pattern i in

learner t, di is the desired output (pattern i’s correct label)
and h(t) is the learner function.

ε(t) = min
f,θ,p

N∑
i=1

w
(t)
i |h

(t)(xi, f, θ, p)− di| (12)

It is worth noticing that the module portion of equation 12 is
either 1 or 0. With this, h(t)(x, ft, θt, pt) is chosen as learner
t by being the one which minimizes function ε(t).

Figure 5 shows an example of the initial learner h(t), where
the learner is represented by a border that separates the patterns
in the best way possible.

Fig. 5. Illustration of the first learner being computed. In this example, all
the patterns have the same weight (represented by the patterns size)

As mentioned before, in the beginning of each iteration,
an update on the weights happens for w(t). The weights are
initialized according to the proportion of patterns from each
class and are updated for every t, as seen in equation 13,

w
(t+1)
i = w(t)β

(
1− |h(t)

i −yi|
)

(t) (13)

where β(t) = ε(t)

1−ε(t) .
In other words, this means that the weight in t + 1 is the

same as the weight in t if the pattern is incorrectly classified3

(|h(t)
i − yi| = 1) or it is updated to a smaller relative value

(dependent of ε(t)) as represented in equation 14.

w
(t+1)
i =

{
wt, if |h(t)

i − yi| = 1 (incorrect classification)

wt × ε(t)

1−ε(t) , otherwise
(14)

Figure 6 illustrate the process of the weight update, when
starting in figure 5, by increasing the size of the pattern to
exemplify the weight increment after normalization.

Fig. 6. Illustration of the second learner of an AdaBoost. In this figure,
the patterns previously miss-classified in figure 5 have a larger classification
weight, as represented by their size.

In each step, after the computation, the weights are normal-
ized. This means that if the patterns were miss-classified, their
weights increase, given

∑N
i=1 w

(t+1)
i = 1.

3Before the normalization step



After AdaBoost is trained, it is used for classifying the
test and/or the validation set. Let’s consider Z to be a set
without labels, in which C is the label vector output by the
AdaBoost. C is computed through a fusion of the outputs of
the several weak learners as presented in equation 15, where
α(t) = log 1

β(t) .

C(Zi) =

1, if
T∑
t=1

α(t)h(t)(Zi) >
1
2

T∑
t=1

α(t)

0, otherwise

(15)

To sum up, the final classifier of the AdaBoost is a weighted
combination of the outputs of the weak learners, in which α(t)

represent the weight associated to each one. Notice that the

term to the right, 1
2

T∑
t=1

α(t), represents the situation where

50% of the learners classified pattern Zi as 1 and the other 50
as 0, hence, if the term on the left overcomes this value, the
pattern is classified as 1, otherwise, as 0.

In this thesis, a third experiment is done using an AdaBoost
Ensemble. Opposite to the Decision Tree Ensemble experi-
ment, instead of 3 classifiers, 300 are used (100 for each type),
each using, for training, 80% of the total training data obtained
using bootstrap sampling with replacement [1].

E. Fusion Technique
The fusion technique used is a Naive Bayes fusion tech-

nique. As the name implies, it computes the combinatorial out-
put using the Bayes rule. This method assumes independence
between the classifiers and its added value is that it computes
the posterior probability of a pattern to be of a certain class,
given the output of the classifier. This probability is described
in equation 16, for a pattern xi.

P (di = c|o) =
P (di = c)P (o|di = c)

P (o)
(16)

where P (di = c|o) is the probability of the correct label di
to be of class c knowing the output vector o, P (di = c) is the
probability of the correct label di to be of class c, P (o|di = c)
is the probability of output vector o to happen, knowing that
di = c and P (o) is the probability of the output vector o
to happen. Given the assumption of independence between
the classifiers, the equivalence present in equation 17 can be
stated.

P (o|di = c) = P (o1, o2, ..., oK |di = c) =

K∏
k=1

P (ok|di = c)

(17)
Hence, one can say that,

P (di = c|o) =
P (di = c)

∏K
k=1 P (ok|di = c)

P (o)
(18)

and given that the denominator is independent from the
class, one classifies xi as class c by saying class c is the value
that maximizes equation 19:

P (di = c|o) =

(
P (di = c)

K∏
k=1

P (ok|di = c)

)
(19)

All the elements of equation 19 can be computed from the
dataset or from the confusion matrix of each classifier, by
estimating the prior probability of class c (P (di = c)) as
Nc/N , which is the number of patterns belonging to class
c over the number of total patterns and by computing the
posterior probability from the confusion matrix as described
in equation 20, where the (c, s)th entry of matrix cm is the
number of elements in the dataset whose true class is c and
are classified as s.

P (ok|di = c) =
cmk(c, s)

Nc
(20)

The final expression to compute the combinatorial label can
be found in equation 21 and 22.

P (di = c|o) =
Nc
N

∏K
k=1 cmk(c, s)

NK
c

=
1

NK−1
c

K∏
k=1

cmk(c, s)

(21)

ocomb = argmax (P (di = c|o))
c

(22)

III. EXPERIMENTAL RESULTS

A. Data

The database used for this work was compiled by South
Florida University and it is called Database for Digital Screen-
ing Mammography (DDSM) [15] [16]. It is composed of 1950
lesion-free mammograms, 836 mammograms containing ma-
lignant masses and 399 containing benign ones, as displayed
in figure 7. In DDSM, the lesions are previously labelled by
physicians and confirmed via a biopsy. A certain error in this
database has to be assumed, for although each exam might
have been reviewed by other experts, the sensitivity of a doctor
is lower than 93% [9], when locating lesions, in this type of
exam. This means that there might be masses that are present
in the images but that are not accounted for. There are also
several exams with microcalcification clusters, which were not
used, for these type of lesions fall outside of the scope of
this thesis. The contents of DDSM database are originated
from two locations: Massachusetts General Hospital and Wake
Forest University School of Medicine.

Fig. 7. Histogram of the 3 classes of exams contained in DDSM database



B. Pre-Processing and Segmentation Results

This section describes the results of the bilateral filter and
the segmentation method presented in sections II-A and II-B.
The bilateral filter built in this work is custom built, according
to the literature, as described in section II-A. The filter is
used with a window of analysis of 81 × 81 pixels, a standard
deviation of 20 pixels (for the spatial distance filter) and a
standard deviation of 12% of the maximum value of the image
(for the intensity based filter).

The effects of this filter can be seen in figure 8, where its in-
fluence over the segmentation stage is exemplified. The effects
of the bilateral filter can be divided into three categories: the
filter improves the final result, the filter has no influence and
the use of the filter outputs a worse result. The segmentation
algorithm (SBF) is provided by the writers of literature [7] and
adapted to this here experiment. For these experiments, the
segmentation algorithm used a total of 32 orientation points.

The best case scenario, where the bilateral filter reduces
the number of false positives, is presented in figure 8. The
figures exemplify a case of a patient’s breast with cancer (seen
in blue). The segmentation algorithm starts by considering 9
regions to be ROI, none of which is the correct lesion, whereas
if the image is filtered, only 3 ROIs are considered (including
the correct one). This is a proof that the use of the bilateral
filter reduces the number of false positives.

Other cases occur as well, where the bilateral filter does not
influence the final result, by not reducing the number of ROIs.

Lastly, the final case that occurs is where the application of
the bilateral filter has a negative impact and the real lesion is
not detected as a ROI. This implies that the use of the bilateral
filter, in some cases, reduces the accuracy of the whole system.

Fig. 8. Effect of filtering on the segmentation of a breast image with a
malignant lesion a) without the bilateral filter b) with the bilateral filter.

This filter influences the final FP value reducing the number
of ROIs found in 28%. If the system is parametrized so
that this value is larger, the final TP decreases for some
lesions won’t be found in the segmentation stage. After the
segmentation algorithm is applied, features are extracted in
order to build a dataset, with three possible labels: healthy
tissue, benign mass and malignant mass.

TABLE I
CONFUSION MATRIX OF THE DECISION TREE PRESENTED IN THE FIRST

EXPERIMENT. THIS MODEL OBTAINED A CLASSIFICATION RATE OF 82%.

Output Labels

Healthy Tissue Benign Mass Malignant Mass

Target Class
Healthy Tissue 1760 83 107

Benign Mass 136 189 125

Malignant Mass 134 56 595

C. Single Node Decision Tree experiment

A first experiment is done using only one DT. This exper-
iment was done to be compared with the others, for given
that the AdaBoost classifier is built with single-node decision
trees, a single decision tree is the simplest form of this type of
classifier. This tree is computed with MATLAB2016a’s built-
in function and pruned as much as possible, without increasing
the classification error, using 10-fold cross-validation. Pruning
is used in order to avoid over-fitting the tree, by growing
it too large. After training and cross-validating the tree, the
confusion matrix present in table I represents the output of
this classifier, which obtained an average4 accuracy of 82%.

DDSM is not a balanced database, as seen in section III-A.
This means that some classes of patterns are more present in
the dataset than others, which will affect the results when using
a DT. This type of classifier has an unstable behaviour when
used with unbalanced datasets, which privileges the patterns
which are most common (and the reverse for the uncommon
ones).

In table I and II can be observed that this model performs
better when classifying healthy tissues and performs signifi-
cantly worse when classifying benign masses, which are the
most common class of patterns and the most rare, respectively.
This is the result of the unstable behaviour from the DT
mentioned earlier.

TABLE II
TABLE PRESENTING THE PER CLASS ACCURACY RESULTS OF THE SINGLE

MODEL DECISION TREE EXPERIMENT.

Accuracy of Single Node Decision Tree experiment

General 0.82

Malignant 0.80

Benign 0.47

Healthy Tissue 0.91

D. Decision Tree Ensemble experiment

In this experiment, a two stage hypothesis was tested as
presented in section II-D. It is composed of 6 DTs, grown with
a stopping criteria of 16 splits. In each tree, only a specific
set of features is used as training set: morphological, intensity
based or texture ones. This experiment is tested using 10 fold
cross-validation technique and the trees are also pruned. The

4Average of the 10 cross-validation folds



confusion matrix for this experiment can be seen in table III
and its accuracy is 82%.

A first analysis to be done is that this schema performs (in
general) the same way as the single decision tree presented
in section III-C. An interesting aspect that can be observed
through tables III and IV is the influence of the fusion
technique. Note that, for both types of mass and all classes
put together, the output results is always improved when using
the fusion of the 3 model than when using each model in
separate. With it, it can also be observed that the effect of the
data being unbalanced is attenuated with the fusion technique,
increasing the per class accuracy for the less common class
(benign mass) and decreasing for other two. An analysis on the
relationship between each model can also be retrieved, where
it can be noted that the morphological features model performs
best (compared to the other models). Table IV displays these
relationships.

TABLE III
CONFUSION MATRIX OF THE CLASSIFIER PRESENTED IN THE SECOND

EXPERIMENT. THE FINAL CLASSIFIER OBTAINED A CLASSIFICATION RATE
OF 82%.

Output Labels

Healthy Tissue Benign Mass Malignant Mass

Target Class
Healthy Tissue 1763 99 88

Benign Mass 99 255 96

Malignant Mass 105 80 600

TABLE IV
TABLE PRESENTING THE ACCURACIES PER CLASS AND PER MODEL
OBTAINED FROM THE RESULTS OF THE CLASSIFIER ENSEMBLE OF

DECISION TREE ENSEMBLE EXPERIMENT.

Morphological Feat. Intensity Feat Texture Feat Classifier ensemble

General 0.80 0.73 0.71 0.82

Malignant 0.62 0.42 0.43 0.77

Benign 0.41 0.45 0.18 0.57

Healthy Tissue 0.97 0.92 0.94 0.90

In order to comprehend the relationship between each model
and each class, one can observe the confusion matrix of
each of them, presented in table V. In this matrix, the effect
of the unbalanced data can be observed by the amount of
patterns miss classified as healthy tissue. In the limit, the
morphological features and the texture features models classify
patterns corresponding to the benign classes more often as
healthy tissues, than as benign masses themselves.

E. AdaBoost Ensemble experiment

The third and last experiment is an optimized/modified
version of the second one. In this case, AdaBoost replaces the
DTs in the classifier ensemble. 600 AdaBoost were trained, in
which each had a maximum of 10 learners. The input of each
classifier was 80% of the total training set, obtained using
bootstrap sampling with replacement. Table VI presents the
confusion matrix of the final classifier. With it, significant
improvements can be spotted, when comparing this AdaBoost

TABLE V
CONFUSION MATRIX OF THE MORPHOLOGICAL, INTENSITY AND TEXTURE

FEATURES MODEL PRESENTED IN THE SECOND EXPERIMENT. EACH
MODEL OBTAINED A CLASSIFICATION RATE OF 80%, 73% AND 71%,

RESPECTIVELY.

Output Labels

Healthy Tissue Benign Mass Malignant Mass

Target Class - Morphological features
Healthy Tissue 1879 43 28

Benign Mass 193 183 74

Malignant Mass 211 87 487

Target Class - Intensity features
Healthy Tissue 1801 112 37

Benign Mass 193 202 55

Malignant Mass 249 207 329

Target Class- Texture features
Healthy Tissue 1834 75 41

Benign Mass 292 84 74

Malignant Mass 331 122 332

Ensemble experiment with Decision Tree Ensemble experi-
ment: the correct labels for benign masses and healthy tissue
increased. Also, these settings reduce, in a great deal, the
number of patterns miss classified as mass (both benign and
malignant).

TABLE VI
CONFUSION MATRIX OF THE CLASSIFIER PRESENTED IN THE THIRD

EXPERIMENT. THIS MODEL OBTAINED A CLASSIFICATION RATE OF 85%.

Output Labels

Healthy Tissue Benign Mass Malignant Mass

Target Class
Healthy Tissue 1863 59 28

Benign Mass 113 269 68

Malignant Mass 81 153 551

Table VII allows us to analyse the relationship between
models and classes. It can be observed that using AdaBoost
improves the results of the final classifier for all 3 features
models, and, consequently, for the general accuracy as well.
When using AdaBoost, the fusion technique does not always
increase the result of the classifier ensemble, when comparing
to each model in separate, for the effect of the unbalanced data
is contradicted in the AdaBoost itself, in the weight pattern
attribution. Given this, the fusion technique outputs a better
result than any of the models, when the per class accuracy is
low but might not increase the results if the per class accuracy
is high.

TABLE VII
TABLE PRESENTING THE ACCURACIES PER CLASS AND PER MODEL
OBTAINED FROM THE RESULTS OF THE CLASSIFIERS OF ADABOOST

ENSEMBLE EXPERIMENT.

Morphological Feat. Intensity Feat Texture Feat Classifier ensemble

General 0.84 0.76 0.75 0.85

Malignant 0.74 0.59 0.62 0.70

Benign 0.46 0.27 0.20 0.60

Healthy Tissue 0.97 0.94 0.92 0.96

IV. COMPARISON OF RESULTS

In order to compare the results of the three experiments, the
results can be seen from two different perspectives:



• A mathematical perspective, where we compare the
classification results for the three classes, independently
of what they mean.

• A commercial/medical perspective, where we analyse
and compare only the accuracy of the classifier in dis-
tinguishing healthy tissue from masses (output of stage
1). Given this, it is considered irrelevant the distinction
between benign mass and malignant mass, since both
information should be reported to the doctor.

The first analysis to be done is to compare the three exper-
iments as presented in section III. This way it is possible to
identify the settings which would output the best results, from
a mathematical point of view. Table VIII contains the general
and per class accuracies of the 3 experiments. Here, one can
observe that the settings of the AdaBoost Ensemble experiment
output the best results in general, when classifying benign
lesions or healthy tissue, behaving the worse for malignant
lesions.

TABLE VIII
TABLE FOR COMPARISON OF GENERAL ACCURACIES AND PER CLASS

ACCURACY OF THE THREE EXPERIMENTS

Single Node Decision Tree experiment Decision Tree Ensemble experiment AdaBoost Ensemble experiment

ACC General 0.82 0.82 0.85

ACC Malignant 0.80 0.77 0.70

ACC Benign 0.47 0.57 0.60

ACC Healthy Tissue 0.91 0.90 0.96

A second analysis is done, considering the commer-
cial/medical perspective. Let’s look at the fact that this CAD
system deals with a diagnosis problem, where it can be
said that if the CAD miss classifies a benign mass as a
malignant one, it is not the same as mistaking a malignant
mass for a healthy tissue. With this assumption, it is possible
to adapt the classifier to reality and real life environments by
considering only two classes (healthy tissue or mass), in order
for the output of the classifier to be studied under a different
perspective.

Table IX presents the confusion matrix off all three ex-
periments, where the patterns labelled as ”benign mass” or
”malignant mass” were simply labelled as ”mass”. The data
provided by this table supports the fact that the settings
of AdaBoost Ensemble experiment perform better when ap-
propriating the CAD system to real life, considering only
two classes. Although these settings performed worse for
malignant class, when joining both lesions as one single class,
the AdaBoost based classifier ensemble outperforms the other
two, achieving higher classification rates for both classes.

V. CONCLUSION

This thesis presents a CAD system that identifies lesions
in mammographies. The system is built to filter and segment
images in order to find regions of interest (ROIs) to later
classify them into healthy tissue, benign mass or malignant
mass.

This work uses several steps to locate and identify each
lesion. It uses a bilateral filter to pre-process the image,

TABLE IX
CONFUSION MATRIX FOR ALL THREE EXPERIMENTS, CONSIDERING ONLY

TWO MASSES.

Output Labels

Healthy Tissue Mass

Target Class - Single Node Decision Tree Healthy Tissue 1745 205

TP = 0.79 — FP = 0.11 — ACC = 0.85 Mass 266 969

Target Class - Decision Tree Ensemble experiment Healthy Tissue 1763 187

TP = 0.84 — FP = 0.09 — ACC = 0.88 Mass 204 1031

Target Class - AdaBoost Ensemble experiment Healthy Tissue 1863 87

TP = 0.84 — FP = 0.04 — ACC = 0.91 Mass 194 1041

which enhances the edges of objects within it. This filter can
be computationally heavy, for it computes both the spatial
distance between the pixels and their intensity difference. The
bilateral filter uses these two measurements and smooths the
inside and the outside of the objects, removing noise and
irrelevant information, without losing the edges.

After preprocessing, probable regions of being a lesion
(ROIs) are identified and segmented. This is based on the
gradients of the image, for the ROIs are located by finding the
local maxima of convergence of such gradients. In this work,
SBF is used for this step. This algorithm takes into account a
radius range, in order to reduce the possibilities of the search
and decreases, in a great deal, the number of false positives, for
it provides the possibility to consider only certain regions as
ROIs, instead of assuming every possible location. By using
the bilateral filter, prior to this segmentation algorithm, the
number of false positives is reduced.

After the ROIs have been segmented, different information
about each ROI can then be extracted. In this work, morpho-
logical, intensity-based and texture information is analysed.

This information is used to classify each ROIs into healthy
tissue, benign or malignant mass. In this work, different
classifier ensembles have been tested to classify such ROIs.
The first experiment is a Single Model Decision Tree, with all
features available. This set-up outputs a maximum accuracy
of 82% and, in these conditions, it has a higher per class
accuracy for healthy tissues. The Decision Tree Classifier
Ensemble uses a 2-stage schema and combines 3 classifiers
per stage, where the first classifies the ROIs into healthy tissue
or lesion and the second, in benign mass or malignant one.
This experiment results in a classifier with an accuracy of
82%, which is similar to Single Node Decision Tree. This
points to the conclusion that this model might be using the
”weaknesses” of its settings without using the ”strengths”: it
divides the dataset by features (which reduces the number of
features available for the classifier) (weakness) but it combines
only three models, which it not enough to leverage on the
fusion technique used to combine the outputs of each of them
(strength).

The third one also uses a 2-stage classifier, but this time,
it uses 300 classifiers, instead of just three, where in each
is input an 80% sample of the data, instead of the whole set.
This means that not all classifiers will output the same results.



With these settings, a general classification rate of 85% is
achieved. As opposed to Decision Tree Ensemble experiment,
the strengths of the fusion technique are further explored and
the performance of this classifier is better. As shown in section
IV, when considering benign masses and malignant masses to
be one class, it is also the settings in AdaBoost Ensemble
experiment the ones which output the best results.

As seen, when using the CAD present in this thesis, the
results of a diagnosis would improve, in general. Nevertheless,
many other hypothesis can be studied and some modifications
can be done to this work that might improve its performance.
One analysis to further be done is the influence of the
parameters of the initial stages in the final classification. The
minimum and maximum radius of the lesions considered in the
bilateral filter and segmentation algorithm or the thresholds of
this last one, were chosen based on their visual results and
in the amount of ROI found and their location. This can be
perfected if a system is built to analyse the direct influence
of these parameters (at the beginning of the stream) in the
output of the final classifier. Another subject where this work
can be improved is in the analysis of the lesions themselves.
Given that it falls out of the scope, this thesis leaves much
room for exploring the different kinds of malignant and
benign masses and for introducing expert medical knowledge
about their physical aspects or typical locations in order to
optimize the segmentation and/or classification algorithms.
An extended possibility of this aspect is to introduce several
other classes, where instead of simply malignant or benign
lesions, the system can be searching for micro invasive5,
ductal invasive1, lobular invasive1 lesions, among others. This
creates the possibility to optimize the procedures to find each
particular class, according to its characteristics.

The study for using the CAD for its final purpose, where it
is more significant to detect the malignancy of a lesion, than to
exclude healthy tissue, can be further continued by exploring
the cost of classification between classes of the classifiers.
As mentioned in section IV, the best settings presented in
this work achieved TP and FP rate values of 84% and 4%,
respectively. This FP value is low enough for a further research
to increment the TP value (and consequently, increment the FP
value), in order to explorer the best settings, not just in terms
of accuracy, but in terms of appropriating the system to its final
use. All the suggestions made above, aim to bring the work
on CAD systems closer to reality and real life environments.
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